YMATFESRRF/R® 5 ESEI

EHRIESEE) IS fEE1L

AXNET I RAKESERNINZGEEXRMAILIRE SmoothQuant A, AT XM ARKEE, FHIERATHEEBRSEHN
s, A EEESZEEE/R® Neural Compressor ( https;//www intel.cn/content/www/cn/zh/developer/tocls/oneapi/neural-compr
essorhtml ) 1, Z4%5/R® Neural Compressor @—MEEEM. B (HRHM ) . &8 (ARRE ) MIREEMEREFSHEREER
EREFEARRNFHR Python &, BT, &0 TensorFlow, Z4E/Re Extension for TensorElow ( https://wwuintel.cn/content/www/cn/zh/
developer/tools/oneapi/optimization-for-tensorflow.html ) . PyTorch, Z4%/R® Extension for PyTorch ( https://www.intel.cn/content
[www/cn/zh/developer/tools/oneapi/optimization-for-pytorch.html ) « ONNX Runtime I MXNet EFERAER, #EESZRE.

Z4F/R® Neural Compressor BERIFZ IRRIF/Re 29N M, tbinZEis/Re Zige ali BAMESE ( hitps://www.intel.cn/content/ww
w/en/zh/products/details/processors/xeon/scalablentml ) « ZE4F/R® E58° CPU Max #51 ( hitps://www.intel.cn/content/www/cn/z.
h/products/details/processors/xeon/max-serieshtml ) « ZHF/R® AL GPU Flex 51 ( hitps://www.intel.en/content/www/cn/zh
[oroducts/details/discrete-gpus/data-center-gpu/flex-serieshtml ) FIZE4HF/R® RO GPU Max E& 5 ( https://www.intel.com/conte
nt/www/us/en/products/details/discrete-gpus/data-center-gpu/max-serieshtml ) » AR3GH R HISEIGE T F UK TF/Re Foge i R IEES

KIESHEE! (Large Language Model, LLM) EE T S88UREHTIIEZ, TeEHERTINESH, HiAHNMEEWMEANSH
2, FEiIEBREFBENBAESAEGNEZRY., TRIIFEHNAKESER, AWK TENBAESNIE (NLP) MBERIES
£ (NLG) {ES#HTIAM, LtEHESAMIERIRMNBEA (2 ChatGPT ) . MR, XAHE., HIFENIEROITEESES,

KBS EEBE@IGRIHEAE
AESRLERTARNESLENAAESEMESHERMHE, GRISAREMAER, TEEE T

o A 5HEE (
BRRIRS 1418,

o MEHBHE: NEKNESKREFTERASTRRSR, ZXNMEHRRHETRSEXK;

o ZRHHRAIR: NGFENEETERBEEENNNEFERRYERNEAL L.

) REEE: BASMERS 3118, AFEH

Ak, RANFEEMNTERAKNESEHEEES, WFEMENTEHEEXEE,



KIESRENER
BUE—MEMNERRE, TUROEESANRESE, REEHE. RARLAATIIHEAESHANBENEE, B
B, BT RN B IR

Xinsg = round(X g32/S) + Z

HAAX_fp32. SHZ BHINHNER. LLHREFNERFTR.

BXEEE (per channel) 2{RIERAFTES RV EHIRKL, EREATFREEEUNERERE, BESF SmoothQuant XM ( bitp
. AT, MEEENRERXINESBEEE
EBETENEEFRER, Alt, AMIRETRSLIEREEREEEWLREK, Fa: SRQ ( bﬂpsi#al’-xiﬂ-otgww)
Outlier Suppression ( https://arxiv.org/abs/220913325 ) 1 SmoothQuant ( https://arxiv.org/abs/221110438 ) ., X=F/55%B#E4E
I, BHERCEEEXNEERBINEEK L, AR=EECEBHENZ L LBERARE,

JE@58 8 SmoothQuant

SmoothQuant 3INT —MESH o (EH FEE TR ES NEENRULART, HEEREENNENRLEE,
s; = maz(|X;|)*/maz(|W;])"

Hepj BAINEERS,

(PP

Spiky Activation (X;) Smooth Weight (W;) Smoothed Activation (X;)  After-mitigation Weight (W}")

j is spiky input-channel index j is spiky input-channel index

XtF OPT Ml BLOOM FASEHHMEELRI, =05 2— M REBBIFEMNENNEESMHED BN FEE, RENMEREELK,
FEEEERAEAN  EREESHEMEERBINE L,

JRIRAY SmoothQuant B @I H Y BMERNFH —PMEIEE a ROZINEIEENENEE, A, ATEEREENS AN
EREERZEEEER, MAER—EENAEEZEEARRMER, Flt, ARIHEFFHIRF/R® Neural Compressor BB E1E1T
BEN, ZERERE B,

BXFEBENTAENEESE (RBUTAR) :
1L @SRRI EIE ] register_forward_hook $#i3K (hook) 1584 & 204N\ A4 H &,
2. RIEAPEXH CERMZKER—1 o BEFIX.
3. RIBAEN « BEFITEFBRFHARSH (NEENHEE) .



4. FWNERTEBEZHMSRENL (quantization_dequantization), ITHINERITEKE (per-tensor) 25 REW,

UFNS4E o BEX MK SRETHE,
5.t BN SERRMIHHERIII SRR, KAZEENSHREER, HARESENRE B,

Algorithm: a auto-tuning

Data: neural-network model of layers [Li, L2,...,Ln]

Result: Layer-wise optimal a values {Li: a1, L2: a2,..., La: 0}
1. Hook input & output values of all layers

2. Generate user-defined a values [a1, a2, ..., an]

3. forLiin[L1, L2,...,Ln]:

4
5
6.
7.
8
9

10.
11.
12.
13.

for jin [a1, a2, ..., an]:

recalculate smoothing factor s(aj, Wi(Li), Xi(Li))
adjust Wi& Xi-> W _i= X

X; = X; diag(s)™?

W;= diag(s) W; # Adjust parameters

Xq;= per_tensor_quant_dequant(X;)

Wq; = per_channel_quant_dequant(W;)
Yqi= Wq; * Xq; # Predict output

loss = MSE(Yq;, Y;)

record loss and recover parameters

AXREMTTESFFAS MR (WS/ME. RKXEMFIYE ) RME Transformer RETFNEIT— (LayerNorm) FRIFH) o . SE
BRI, ¥ aBEIRA[03,07], £Ki&A 005, WAZHIERRIHEEAZIREFHTFE,

—EERNEER R —E2EMK, “RERETEFNRAERS,

TEIRM T £ BLOOM-1b7 &8 _EH1T SmoothQuant o {& B ZIIELAIFEFIAT:

r.adaptor.torch_utils.smooth_quant import TorchSmoothQuant
cience/bloom-1b7"'

rs.AutoModelForCausallLM. from_pretrained(model_name, torchscript

& 188 EY SmoothQuant HIFEGI{EAE

AP RFEZE—MERZTR (model_name) M— N EUIRME S, ESTENE, BERS/TEERENZ Torch JIT, AP EME
Hugging Face 188! ( https://huggingface.co/maodels ) B4 torchscript IR E A True, B4& return_dict IRE A False, BZIERIESIH

Z4F/R® Neural Compressor X1 ( https:

SR

AR B AIEERY SmoothQuant IEEMBETFIZS 7 ERR,

ZEWNESHERNIESHEILNITE, BEEBHIEMEEN INT8 SmoothQuant &5 —MATT (last-token) FTINERRES FIRIA IN
T8 SmoothQuant 1 FP32 B4 /53%. N TA:



Model\Last token INT8 (w/o INT8 (w/ )
FP32 INT8 (w/ SmoothQuant auto tuning)
accuracy SmoothQuant) SmoothQuant)

bigscience/bloom-560m  65.20% 63.44% 66.48% (alpha=0.5) 64.76% (alpha: 95.9% over 0.6, 4.1% in [0.4, 0.6])

72.58% (alpha: 55.1% over 0.6, 30.6% in [0.4,

bigscience/bloom-1b7 71.43% 67.78% 72.56% (alpha=0.5)

0.6], 14.3% under 0.4)
bigscience/bloom-3b 73.97% 69.99% 74.02% (alpha=0.5) 74.16% (alpha: 100% over 0.6)

. 77.45% (alpha: 91.8% over 0.6, 4.9% in [0.4, 0.6],

bigscience/bloom-7b1 77.44% 75.46% 77.02%(alpha=0.5)

3.3% under 0.4)
bigscience/bloom-176b 84.17% 82.13% 83.52% (alpha=0.6)

64.14% (alpha: 59.4% over 0.6, 8.1% in [0.4, 0.6],
facebook/opt-125m 63.89% 63.48% 63.44% (alpha=0.5)

32.4% under 0.4)

74.80% (alpha: 69.9% over 0.6, 24.7% in [0.4,
facebook/opt-1.3b 75.41% 73.59% 70.94% (alpha=0.5)

0.6], 5.5% under 0.4)

78.25% (alpha: 73.2% over 0.6, 21.6% in [0.4,
facebook/opt-2.7b 77.79% 78.57% 78.60%(alpha=0.5)

0.6], 5.2% under 0.4)

81.39% (alpha: 68.0% over 0.6, 26.8% in [0.4,
facebook/opt-6.7b 81.26% 76.65% 81.58%(alpha=0.5)

0.6], 5.2% under 0.4)
EleutherAl/gpt-j-6B 79.17% 78.82% 78.84%(alpha=0.6) 79.29% (alpha: 96.4% over 0.6, 3.6% in [0.4, 0.6])

FP32 E4&753%. INT8 ( BEMARER SmoothQuant ) AR INTS ( B FARIR HAIIEIREY SmoothQuant ) HIERRZRITLL

MEETEL, £ OPT-1.3b 1 BLOOM-1b7 188! £, ASIREAIIEEE SmoothQuant HERZERLEEAIAR SmoothQuant 2515
54%F11.6%, EHEHERHELEND FPI2BRMMNSZ—, AKXEDTRESASTE, NMEISERAXEEEEEF/RC TS
HETRIERE,

ELEMNLERIEN GitHub FHEEE ( bitps://github.com/intel/neural-compressor/blob/master/dacs/source/smooth_quantmd ) , [E
B, YRR EIERENEREH GitHub @8R ( bitps:;//oithub.com/intel/neural-compressar/issues ) K FRiFit, HIFIRAEHN KRGS
DRANIEIY,

fE&:
ERRATAAISESRELIMUER. BIEERAAAISRES RN TIRIMESE., EERATATISERETIRMEER. [k,
RIE. FHp. E2U, MIIHMENSEE BN RERNARSHAEIIE,



